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Abstract— Robotics has been a popular field of research in the
past few decades, with much success in industrial applications
such as manufacturing and logistics. This success is led by
clearly defined use cases and controlled operating environments.
However, robotics has yet to make a large impact in domestic
settings. This is due in part to the difficulty and complexity
of designing mass-manufactured robots that can succeed in
the variety of homes and environments that humans live in
and that can operate safely in close proximity to humans. This
paper explores the use of contextual affordances to enable safe
exploration and learning in robotic scenarios targeted in the
home. In particular, we propose a simple state representation
that allows us to extend contextual affordances to larger state
spaces and showcase how affordances can improve the success
and convergence rate of a reinforcement learning algorithm in
simulation. Our results suggest that after further iterations, it
is possible to consider the implementation of this approach in a
real robot manipulator. Furthermore, in the long term, this work
could be the foundation for future explorations of human-robot
interactions in complex domestic environments. This could be
possible once state-of-the-art robot manipulators achieve the
required level of dexterity for the described affordances in this
paper.

I. INTRODUCTION

Current robots which operate in domestic settings have
narrow use cases such as autonomous vacuum cleaners
or coffee machines. These robots are designed to perform
specific tasks and are not expected to interact with humans
or learn to conduct new tasks actively [1]. However, in a
naturalistic domestic context, humans are around service
robots and they can passively and actively interact with
the robots [2]. Furthermore, humans can interfere with the
robot’s tasks and even get hurt if robots cannot manage to
navigate the environment properly. For robots to be viable in a
domestic setting, they must learn, recognise and meaningfully
interact with humans whilst applying an understanding of
social norms.

Reinforcement Learning has proven to be a successful
method for autonomous agents such as robots to learn
desired behaviours based on rewarding and punishing actions.
The algorithm often aims to balance agent exploration
and exploitation of previous knowledge, whereby continual
training leads to emergent strategy and sophisticated tool use
and coordination [3].

However, reinforcement learning is inherently an ex-
ploratory algorithm and whilst very effective in video games
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or in simulation where agents can make mistakes and
experience many training iterations in parallel, RL becomes
infeasible when considering real-world use cases where
mistakes can be expensive or even dangerous. Hence we
attempt to bolster the agent’s knowledge base by using
affordances as a baseline understanding of the world.

Affordances [4] are often aligned with the basic cognitive
skills required to achieve an understanding of the context de-
scribed [5]. Intuitively humans learn these skills by acquiring
knowledge of the affordances through an interaction with the
environment surrounding them. This knowledge is then used
to guide future actions and interactions with the world [6].
Similarly, we attempt to represent the contextual information
of the environment such that a robot’s actions can be better
informed and thus reduce the time to learn new tasks as well
as reduce the risk of interaction with other agents.

In this paper, we aim to develop an early exploration
of contextual affordances for safe explorations in robotic
scenarios that are familiar to humans too (domestic table
with ordinary objects). Our results are promising and we
expect to further develop this approach by implementing our
findings in a robot embodiment shortly.

II. RELATED WORK

The term affordance was initially introduced as an eco-
logical proposition by [7] that characterises what actions are
“afforded” to a certain agent (e.g. a human or a robot) in
a given environment and what the consequences of these
actions are for this agent.

Gibson’s definition of affordances has subsequently been
adapted in many fields, including robotics. In robotics,
affordances are often defined as relationships between an
agent, object and effect [8] and play an important role in
bridging robot perception to robot action, particularly during
planning and control [9]. The optimal goal of modelling
these relations among target objects, actions, and effects is
for the robot to achieve human-like generalisation capabilities.
According to [10] the different approaches to affordances in
robotics can be grouped into three main groups based on
what they assume is known about these (object, action, effect)
relations. The first group of approaches assume the robot has
seen the required affordance relation before and can access
it directly from a database of affordances built offline (e.g.
[11], [12]). The second group assumes the robot has partial
a priori knowledge about the required affordance relationship
since it has seen something similar in the past (e.g. [13],
[14]). The third and last group of approaches assume no a
priori knowledge and thus the robot is required to learn the
affordances relations via interactions with the environment



or by applying heuristic rules on the perceived objects (e.g.
[15]).

Beyond their application to define object functionalities,
affordances can also be seen as a way of characterising
an agent’s state in an action-oriented fashion, which can
potentially lead to better generalisation and reduced learning
time [16]. This is of particular interest in reinforcement
learning applications where an agent or robot learns to
perform a task by interacting with its environment. Although
RL has been demonstrated to be a powerful and useful
learning approach (e.g. [17]), its effectiveness is limited
by the large number of interactions with the environment
and the extensive computational resources required during
training. This issue is further exacerbated in tasks with larger,
high-dimensional state spaces. In this context, affordances
can help limit the number of possible actions within a given
state and thus help alleviate the computational and sampling
complexity of RL learning algorithms [18].

III. METHOD

A. Preliminaries

In a reinforcement learning problem, a decision-making
agent (a robot in our case) interacts with its environment
to learn an optimal sequence of actions that maximise its
expected long-term return [19]. This interactive learning
process can be formalised using the Markov Decision Process
(MPD) framework. An MDP is a tuple (S,A, T, γ, r), where
S and A denote the set of possible states and actions,
r : S × A → R is the real-valued reward function, T :
S × A × S → [0, 1] captures the environment’s transition
dynamics, mapping state-action pairs to a distribution over
next states, and γ is a discount factor that determines the
relative importance between immediate and future rewards.
For simplicity, we assume that the MDP’s state and action
spaces are finite.

At each time step, the robot observes a state st ∈ S and
takes an action at ∈ A drawn from a policy π : S×A→ [0, 1],
which specifies the probability of selecting an action at at
a given state st with

∑
at∈A π(st, at) = 1. Then, the robot

receives a reward r(st, at) and enters the next state st+1 ∈ S
with probability T (st+1|st, at). The value of taking an action
a in state s under a policy π is defined as: Qπ(s, a) =
E [

∑∞
t=0 γ

tr(st, at)|st = s, at = a ∀t]. The goal of the agent
is to find the optimal policy π∗ = argmaxπ Qπ(s, a). If the
model of the MDP, consisting of r and T , is not given, the
action-state value function Qπ(s, a) can be estimated from
experience.

B. Proposed Approach

We consider the problem where a robot must learn an
optimal policy in settings where the set of actions available
to the robot at a given state is limited (As ⊂ A) either because
some actions are considered to be unsafe or not affordable.
Specifically, consider the domestic cleaning scenario first
introduced in [20] in which a robotic arm is tasked with
cleaning a table. A single cup on the table impedes the ability
of the robotic arm to clean the table freely. If the robotic
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Fig. 1: Simulated domestic cleaning scenario

arm were to clean the table without moving the cup first,
it is likely the cup would break (unsafe/undesirable action).
Similarly, if the robot already holds the cup, the cleaning
action is not afforded at this current state since the robot’s
gripper is otherwise occupied.

In this paper, we use contextual affordances [6] to provide
the robotic arm with knowledge about actions that will lead
to undesirable states (e.g. broken cup) or failed states (e.g.
gripper already occupied) from which it is not possible to
reach the final objective (e.g. a clean table). However, instead
of considering small state spaces (i.e. experiments in [20] were
limited to a table with 3 possible locations), we propose a state
representation that allows the robotic arm to learn a suitable
cleaning policy in larger, 2-dimensional table representations,
as shown in Figure 1.

C. State and Action Representations

The table is represented as a grid of cells, where each cell
has a state that can be either dirty or clean. No positional
information is assigned to each cell, however, on creation
of the environment the order of initialisation of each cell
determines its position. We also represent two objects, a
sponge and a cup, with each object containing a positional
encoding expressed as a Cartesian coordinate to represent
its location on the table. Finally, the agent is represented as
a robotic arm with a positional encoding as well as a held
object encoding which can be one of <None, Cup, Sponge>.

TABLE I: State space representation

Property Description Encoding

Width Table width Int
Height Table height Int
Cells List of cells Cell(<Clean, Dirty>)
Cup Cup position Cup(Int, Int)
Sponge Sponge position Sponge(Int, Int)
Robot Agent Robot(Int, Int, Object)

Table I depicts the proposed state representation. We
also augment the action space to include seven possible
actions in total (see Table II). We note that compared to
[20], we introduced a third cell to replace the “home” action.
Additionally, for problems with only a single row of cells,
we disable the Go Up and Go Down actions to minimize the
action space of the agent.



TABLE II: Action space

Action Description

Pick Up Pick up object at position of the robotic arm
Put Down Put down object at position of the robotic arm
Clean Clean the cell at the position of the robotic arm
Go Left Move the robotic arm one cell left
Go Right Move the robotic arm one cell right
Go Up Move the robotic arm one cell up
Go Down Move the robotic arm one cell down

IV. EXPERIMENTAL SETUP

The exploration cost of RL algorithms exponentially
increases with the size of the state space. However, a good
representation for the problem at hand can increase the
success of RL algorithms in practice [21], thus we encode
the proposed state representation as a single integer through
the following process. The bottom n bits represent n-cells
and whether they are Clean (0) or Dirty (1). The next
ceil(log2 n cells) bits then encode the position of the arm,
and similarly, we encode the position of the sponge and the
cup in the same way. Finally, the highest 2 bits are used to
encode which object is held by the Robotic Arm (0 - None,
1 - Cup, 2 - Sponge).

The width and height of the table are required to encode
and decode the state representation and thus the encoding is
not transferable between different scenarios. This encoding
scheme was chosen to allow us to scale the representation
to larger table dimensions, and as a result, the encoding
has extra bits that carry no information. For example, to
represent a positional encoding we use 2 bits to represent 3
cells, despite the 2 bits being able to carry information for
4 positions. With this encoding, a 3-cell table environment
similar to the one proposed in [20] has 1536 possible states
versus the more tightly controlled 45 states. The number of
states increases exponentially for each cell added to the table
representation and if we consider the (state, action) pairs, the
state representation grows even larger for table representations
that are 2-dimensional (see Table III).

TABLE III: Table State Space Encoding Size

Dimensions Total states Total (state, action) pairs

3 x 1 1,536 7680
4 x 1 3,072 15,360
5 x 1 49,152 245,760
6 x 1 98,304 491,520
7 x 1 196,608 983,040
2 x 2 3,072 21,504
3 x 2 98,304 688,128

A SARSA RL algorithm is used to train the robotic arm to
learn the domestic cleaning task. The SARSA algorithm is an
on-policy method where the agent learns the state-action value
function according to actions derived from the current policy
[22]. We update the state-action value function according to:
Q(s,at)← Q(st, at)+α[rt+1+γQ(st+1, at+1)−Q(st, at)]
where st and and at represent the current state and action,
whilst st+1 and at+1 represent the next state and action

respectively, and α is the learning rate. The reward function
delivers +1 as the reward if we reach the single final state
and −1 if we reach a failed state. In both scenarios, this will
end the current learning iteration. In any other situation the
reward function applied a small negative reward of −0.01 to
encourage shorter paths, depicted in Equation 1.

r(s, a) =


1.0 state is final

−1.0 state is failed

−0.01 otherwise

(1)

For our experiment, we use α = 0.3 and γ = 0.9. During
learning, the robotic arm chooses an action according to
the ϵ-greedy method demonstrated by Algorithm 1 with an
ϵ = 0.1.

Algorithm 1: ϵ-greedy action selection (standard RL)
Data: state st
Result: action at

1 if rand(0, 1) < ϵ then
2 at = random(A)

3 else
4 at = max(Q(st, ·))

To adapt an attention-based model we implement the
architecture described by [23] however implementing only
the decoder half of the network. Our architecture consists of
6 Transformer Layers and we adapt a model used for learning
character-based text encodings to our problem.

We integrate the contextual affordances during learning
by generating (state, action)→ failed state observations
with an accuracy of 90%. Using this information, during
exploration, we define the subset of actions As as the set of
actions that are afforded or considered safe and modify the
ϵ−greedy action selection method as seen in Algorithm 2 by
only allowing exploration if the next action is deemed not
dangerous.

Algorithm 2: ϵ-greedy action selection with affor-
dances

Data: state st
Result: action at

1 As = affordances(st,∀a ∈ A)
2 if rand(0, 1) < ϵ then
3 at = random(As)

4 else
5 at = max(Q(st, ·))

V. RESULTS

Figure 2 shows the comparison of the average cumulative
rewards across training runs for different table dimensions.
For each table dimension, a SARSA algorithm was trained for
a total of 100, 000 iterations. As mentioned previously, these
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Fig. 2: Average collected rewards during training with (orange dashed line) and without (blue solid line) contextual affordances.

results used a subset As that was generated synthetically,
however, we can see that by avoiding failed states altogether,
the agent is much better at learning the task at hand across
all dimensions. The 6 × 1 table environment demonstrates
an interesting point for the reinforcement learning algorithm.
Within the 100,000 training iterations (1000 episodes x 100
steps per episode), the classical RL algorithm was unable
to learn the domestic cleaning task. With the affordances
incorporated, however, the agent was able to reach an average
collected reward of 0.75.

We also note that although the contextual affordances
narrow down the search space of the robot during training
when compared to the classical approach, more training
iterations are required in order to converge to a policy that
achieves the maximum expected return as the dimensionality
of the state space increases. For instance, for the 3× 1 table
environment, we find that the agent learns quickly (less than
100 episodes) and rapidly begins to complete only successful
runs. However, for the other environments, even after 100,000
training iterations the robotic arm seems to incur in additional
costs and can only achieve an average collected reward of
0.75.

VI. DISCUSSION

As the results could make sense in the context of reinforce-
ment learning, further iterations are required to transfer them
into an implementation involving human-robot interactions
in the real world. In order to make possible a future
implementation, we suggest the following conditions should
be met:

1) Implement the results using an appropriated robot
embodiment. It is required to choose a robot arm
capable of accomplishing the proposed task used in
the training and simulation described in this paper. In
other words, we require a robot with a high level of
dexterity which potentially is still not in the market.

2) The design of an appropriated feasible task as the one
simulated and described in this paper. The task proposed
for the training of this algorithm presents different
layers of complexity in the real world. Certainly, it is
required to test the feasibility and technology readiness
of state-of-the-art robots to implement an effective
human-robot interaction in domestic environments.

3) The long-term implications of this project require
involving a human in the interaction related to the
proposed task and considering the safety and security
factors. Maintaining human safe when interacting with
robots manipulating objects in the physical world is
the highest priority in any human-robot interaction.

VII. CONCLUSIONS AND FUTURE WORK

This work demonstrates how introducing information
during the action selection process for reinforcement learning
can dramatically improve the convergence of the model.
Ultimately a robot in the real world would operate off of
sensors such as RGB-D cameras and microphones (among
other sensors) and thus applying affordance learning in a
physics simulator for the same domestic cleaning task would
work towards this goal. Furthermore, the trained model could
then be transferable to a real-world robotic arm. However, the



design of the robotic scenario has to be refined in order to
transfer our model to an acting robot interacting with complex
affordances in the real world.

For both of the tasks described above, it would be beneficial
to move from learning on discrete state spaces such as the
state machine described in this report. As a robot moves
around the environment, it will be continuously receiving
streams of data from all its sensors and thus an ML model
capable of learning continuously on this stream of data would
likely benefit the learning capabilities of the agent. In the
long term, it would likely be the mainstream approach used in
robots providing a service in complex domestic environments
interacting with everyday objects.

As mentioned in the section VI, the following challenge,
after testing our proposed system, is to implement it in
a more feasible and communicable way to be understood
by other researchers coming from different fields. Firstly, a
visual simulation using the previous training is required. The
affordances defined in this paper should match as closely as
possible with the affordances in the real world. Secondly,
transfer the optimal policies proposed in this paper in a real
robot characterising the movements in a given environment
considering the consequences of these actions for the agent
and potentially with other agents interacting (humans) in
the same environment. Particularly, we should focus on the
unsafe or not affordable actions impacting significantly the
human-robot interaction.

REFERENCES

[1] T. Taniguchi, S. Murata, M. Suzuki, D. Ognibene, P. Lanillos, E. Ugur,
L. Jamone, T. Nakamura, A. Ciria, B. Lara, et al., “World models and
predictive coding for cognitive and developmental robotics: frontiers
and challenges,” Advanced Robotics, vol. 37, no. 13, pp. 780–806,
2023.
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